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Abstract
Supervised fine-tuning (SFT) on multimodal chain-of-thought
(CoT) data is widely used to improve reasoning in multi-
modal large language models (MLLMs). However, standard
SFT applies a uniform loss to all response tokens, ignoring
the unequal roles of different tokens in reasoning. In multi-
modal scenarios, useful supervision positions should reflect
not only reasoning state transitions but also sensitivity to the
visual input. In this paper, we propose RVCFT, a reasoning-
visual critical token fine-tuning method for multimodal rea-
soning. RVCFT identifies key supervision positions using two
complementary signals: it estimates reasoning relevance via
conditional log-likelihood differences between a reasoning-
specialized text model and a general instruction model, and
measures reference-based visual sensitivity through absolute
token log-likelihood changes under real versus reference im-
ages. The two signals are fused to construct a binary critical
mask. During fine-tuning, the complete response remains in
the teacher-forced context, while direct cross-entropy super-
vision is applied only at the selected positions. With a target
response-token retention ratio of 50%, RVCFT achieves the
highest average score among standard SFT and the considered
token-selection baselines across multiple multimodal reason-
ing benchmarks, supporting the effectiveness of reasoning-
visual critical supervision.

Introduction
Supervised fine-tuning (SFT) on multimodal chain-of-
thought (CoT) data has enhanced the reasoning capabilities
of multimodal large language models (MLLMs) on complex
visual tasks (Wei et al. 2022; Zhang et al. 2023; Chen et al.
2024b; Bai et al. 2025a). However, standard SFT assigns
uniform cross-entropy loss to all response tokens, ignoring
their unequal roles in reasoning. In practice, different tokens
serve distinct functions, including visual grounding, inter-
mediate deduction, and final-answer formation, and therefore
contribute differently to logical correctness. Long reasoning
chains also contain substantial semantic redundancy, which
can dilute informative supervision and interfere with coher-
ent reasoning (Choi et al. 2025; Yuan et al. 2025). Moreover,
prior work suggests that a relatively small subset of decision
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points can substantially influence the direction of reasoning
and state transitions (Lin et al. 2024; Wang et al. 2026a).
These observations motivate token-level selective supervi-
sion that concentrates direct loss on key state-transition po-
sitions to improve multimodal fine-tuning.

However, applying existing token-selection strategies to
multimodal reasoning presents two major challenges: it
is hard to pinpoint reasoning bifurcations without explicit
logical priors, and language-only criteria do not capture
whether token predictions respond to visual input. Com-
mon token-level heuristics rely on signals such as predic-
tive entropy (Wang et al. 2026a) or attention-based impor-
tance measures (Vaswani et al. 2017). However, token-level
uncertainty or attention alone may not reliably distinguish
complex reasoning transitions from ordinary linguistic vari-
ation. Moreover, multimodal CoT reasoning requires critical
positions not only to carry logical deductions but also to re-
spond to relevant visual evidence (Lu et al. 2024; Chen et al.
2024a). Unconstrained extensions of the reasoning chain can
encourage over-reliance on language priors while underus-
ing visual input, potentially producing “spurious reasoning
trajectories” and visual hallucinations inconsistent with the
image (Tu et al. 2026; Bi et al. 2026; Fang et al. 2026). Nei-
ther language-only reasoning signals nor visual-sensitivity
signals alone are sufficient to characterize positions that are
both reasoning-relevant and responsive to visual content.
These limitations motivate jointly modeling token-level rea-
soning relevance and reference-based visual sensitivity for
multimodal selective fine-tuning.

To this end, we propose RVCFT (Reasoning-Visual Crit-
ical Token Fine-Tuning), a dual-signal selective fine-tuning
method that combines reasoning gain with reference-based
visual sensitivity. As illustrated in Figure 1, RVCFT con-
sists of an offline critical-mask construction stage and
a mask-guided fine-tuning stage. During mask construc-
tion, RVCFT estimates token-level reasoning gain using
the aligned conditional log-likelihood difference between a
reasoning-specialized model and a general instruction model,
providing a proxy for reasoning relevance. In parallel, it
measures visual sensitivity through the magnitude of to-
ken log-likelihood changes under the real image and a fixed
solid-white reference image. The two scores are normalized
and fused to construct a constrained top-ratio mask with
final-answer protection. During fine-tuning, the complete re-
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Figure 1: Overview of Reasoning-Visual Critical Token Fine-Tuning (RVCFT). (a) An illustrative multimodal CoT response
contains visual facts, intermediate deductions, decision steps, and a protected final answer. (b) Frozen scoring models produce
aligned reasoning-gain and reference-based visual-sensitivity scores. The normalized scores are fused to construct a constrained
top-ratio mask with final-answer protection. (c) During fine-tuning, the complete response remains in the teacher-forced context,
while direct cross-entropy supervision is applied only at the selected positions.

sponse remains in the teacher-forced context, while direct
cross-entropy supervision is applied only at the selected po-
sitions. Experiments on MathVista (Lu et al. 2024), MathVi-
sion (Wang et al. 2024), MathVerse (Zhang et al. 2024), and
WeMath (Qiao et al. 2025) show that, with a target response-
token retention ratio of 50%, RVCFT achieves the highest
overall average score among the compared methods, outper-
forming standard SFT and the considered token-selection
baselines in average performance.

Our main contributions are summarized as follows:
• We formulate a selective-supervision approach for multi-

modal CoT fine-tuning that retains the complete response
as context while applying direct token-level loss only at
selected response positions.

• We propose RVCFT, which constructs critical-token
masks by combining caption-conditioned reasoning gain
with reference-based visual sensitivity.

• Experiments across multiple multimodal reasoning
benchmarks show that RVCFT achieves the highest over-
all average performance among standard SFT and the
considered token-selection baselines under the reported
settings, while remaining effective on multidisciplinary
reasoning tasks.

Related Work
Multimodal Reasoning
In recent years, MLLMs have made significant progress
on vision-language understanding and interaction tasks
through vision-language alignment and visual instruction

tuning (Chen et al. 2024b; Bai et al. 2025a). However, mul-
timodal reasoning requires the model not only to perceive
image content, but also to complete verifiable multi-step de-
duction on the basis of cross-modal alignment (Wei et al.
2022; Zhang et al. 2023). Recent works reveal that extended
thinking chains in MLLMs do not unconditionally translate
to performance gains; instead, unconstrained CoT generation
often causes models to over-rely on textual language priors
while ignoring visual inputs, exacerbating visual hallucina-
tion (Tu et al. 2026; Bi et al. 2026; Fang et al. 2026). To
address this, Lookback (Bi et al. 2026) guides models to re-
focus on visual inputs via adaptive lookback prompts during
inference, while C3PO (Fang et al. 2026) compresses CoT
traces and applies contrastive preference optimization to sup-
press non-grounded hallucination. Unlike these inference-
time decoding prompts or contrastive preference alignment
techniques, our RVCFT focuses on the allocation of SFT
supervision signals, selectively fine-tuning response tokens
that possess both high reasoning value and strong reference-
based visual sensitivity.

Token-Level Supervision
Standard SFT applies uniform loss to all output tokens. How-
ever, recent studies demonstrate that effective supervision
concentrates on a small subset of critical tokens while ignor-
ing redundant ones (Lin et al. 2024; Choi et al. 2025; Yuan
et al. 2025). In textual LLMs, PGTG (Yang et al. 2023) and
TDPO (Zeng et al. 2024) conduct token-granularity pref-
erence optimization. Wang et al. (2026a) reveal that a few
high-entropy tokens dominate reasoning improvements. Fur-



thermore, Choi et al. (2025) demonstrate that pruning redun-
dant tokens via attention patterns removes reasoning distrac-
tion, while CTS (Yuan et al. 2025) demonstrates that training
models on conditionally compressed CoTs achieves superior
efficiency without performance degradation. For MLLMs,
ReGATE (Li, Kulkarni, and Fazli 2026) filters out redundant
tokens by leveraging sample difficulty estimation. Grounded
in these insights, RVCFT advances token-level selective su-
pervision into multimodal reasoning by jointly quantifying
caption-conditioned reasoning gain and reference-based vi-
sual sensitivity.

Methodology
Problem Definition
In this study, we focus on selective fine-tuning for MLLMs.
The core idea is to assign a binary supervision mask to
response tokens before fine-tuning, such that direct cross-
entropy supervision is applied only to selected positions.
This modifies standard SFT by concentrating direct supervi-
sion on critical reasoning positions.

Formally, we are given a multimodal instruction-tuning
dataset D = {(Ii, qi, Yi)}Ni=1, where Ii and qi denote the
input image and textual question, respectively. For a target
response sequence Y = (y1, . . . , yT ) of length T = |Y |, we
formulate critical token fine-tuning using a binary selection
mask mt ∈ {0, 1} for each token position t. The token-
masked training objective is defined as:

L(θ) = −
∑

(I,q,Y )∈D
∑|Y |

t=1 mt logPθ(yt | I, q, y<t)∑
(I,q,Y )∈D

∑|Y |
t=1 mt

,

(1)
where mt = 1 indicates that direct token-level supervision is
applied at position t, and mt = 0 masks out its loss gradient.
Standard SFT corresponds to the special case where mt = 1
for all t ∈ {1, . . . , T}.

Motivation
Multimodal CoT responses contain different types of tokens,
including visual facts, reasoning steps, linguistic connec-
tors, and final answers. However, these tokens do not share
equal training value. Wang et al. (2026a) discover that in
CoT reasoning and reinforcement learning for LLMs, a few
high-entropy tokens often correspond to critical reasoning bi-
furcations and dominate optimization gains, indicating that
effective supervision should focus more on key reasoning
tokens. Nevertheless, relying solely on language-side rea-
soning signals remains insufficient in multimodal reasoning.
M3CoT (Chen et al. 2024a) points out that multimodal CoT
requires models to leverage both textual and visual informa-
tion for step-by-step reasoning. Meanwhile, recent studies
on MLLM hallucination show that models still over-rely on
language priors and generate content inconsistent with im-
ages (Tu et al. 2026). Therefore, we argue that critical tokens
in multimodal reasoning must be both reasoning-informative
and visually sensitive, and we estimate their criticality by fus-
ing reasoning gain with reference-based visual sensitivity.

Reasoning-Visual Critical Token Identification
Given the target response sequence Y = (y1, y2, . . . , yT ),
we compute a reasoning-visual critical score for each to-
ken. Because different assistant models (MR,MB ,MV ) and
the target model θ may employ distinct tokenizers, all log-
probabilities from the assistant models are mapped back to
the target sequence Y via character-level span offset match-
ing. If a target token overlaps with multiple source tokens,
the source token scores are combined using a weighted av-
erage based on the overlap length. For notational simplicity,
all token-level log-probabilities below refer to scores after
alignment to the corresponding target-token positions.

Reasoning Gain. Reasoning gain estimates the reason-
ing value of a token. We use the likelihood gap between
a reasoning-specialized model MR and a general instruction
modelMB as a proxy for token-level reasoning relevance. In-
tuitively, tokens that are more preferred by MR than by MB

are more likely to correspond to reasoning-intensive steps
rather than generic response continuation. Since both MR

and MB are text-only models, we convert the image I into
a text caption c in advance as an alternative context. Under
the same textual context (consisting of c, question q, and the
response prefix y<t), we apply teacher-forcing on the target
response using MR and MB . The aligned log-probability
score of the t-th token under model M is defined as:

ℓMt = logPM (yt | c, q, y<t), M ∈ {MR,MB}. (2)

The reasoning gain score sreasont is expressed as:

sreasont = ℓMR
t − ℓMB

t . (3)

A larger sreasont indicates that the token is more strongly
preferred by the reasoning model and possesses stronger rea-
soning relevance.

Visual Sensitivity. Relying solely on reasoning gain can-
not reveal whether a token prediction changes in response
to the image. To capture this property, we use a frozen mul-
timodal scoring model MV to compare the teacher-forced
log-probabilities under the real image I and a reference im-
age Iref :

ℓt(Iin) = logPMV
(yt | Iin, q, y<t), Iin ∈ {I, Iref}. (4)

Here, Iref is a reference RGB image of matching spatial
dimensions with all pixel values uniformly set to 255 (i.e., a
solid white image), providing a fixed reference for measur-
ing how token likelihoods change when the original visual
content is removed. We define the reference-based visual-
sensitivity score smm

t as:

smm
t = |ℓt(I)− ℓt(Iref)| . (5)

We use the magnitude of the likelihood change rather than
its positive part because the one-sided score maps all neg-
ative likelihood changes to zero and can therefore produce
a sparse visual score distribution, discarding tokens that are
visually responsive in the negative direction. Thus, smm

t mea-
sures the sensitivity of a token prediction to the visual input,
irrespective of the direction of the change.



Score Fusion. Since the scales of the two scores are differ-
ent, we apply min-max normalization within each individual
sample:

ŝkt =
skt −min1≤j≤T skj

max1≤j≤T skj −min1≤j≤T skj + ϵ
, k ∈ {reason,mm}.

(6)
Here, ϵ > 0 is a small constant used for numerical stability.
The final joint critical score St is defined as:

St = αŝreasont + (1− α)ŝmm
t , (7)

where α ∈ [0, 1] is the balancing coefficient. This score char-
acterizes both the reasoning value and the visual sensitivity
of the token.

Critical Mask Construction
Given the joint scores S = (S1, . . . , ST ), RVCFT models
the critical token selection as a constrained top-ratio selec-
tion. We first define a protection set P to preserve the fi-
nal answer region. If final-answer boundary markers such
as </think>, \boxed, or <answer> appear in the re-
sponse, we locate the final-answer region using the answer
extractor and include all tokens from the detected answer
boundary to the end of the response in P .

The remaining tokens with finite joint scores form the
candidate set:

C = {t ∈ {1, . . . , T} | t /∈ P, St is finite}. (8)

Given a critical ratio r ∈ (0, 1], the target number of pre-
served tokens is K = ⌈r · T ⌉. Since the tokens in the pro-
tection set P are mandatory, we determine the number of
additional candidate tokens Kc to select from C via:

Kc = min (|C|,max(0,K − |P|)) . (9)

Because answer protection takes precedence over the target
retention ratio, the actual number of selected tokens may
exceed K when |P| > K. Finally, the critical token setM
and its corresponding binary mask mt are constructed as:

M = P ∪ TopKc
(C;S), mt = I[t ∈M]. (10)

Reasoning-Visual Critical Fine-Tuning Objective
During the fine-tuning phase, RVCFT imposes the supervised
loss only at the positions where the critical mask is activated:

LRVCFT(θ) = −
∑

(I,q,Y )∈D
∑|Y |

t=1 mt logPθ(yt | I, q, y<t)∑
(I,q,Y )∈D

∑|Y |
t=1 mt

.

(11)
Let pt,v denote the predicted probability of the model for
vocabulary token v at position t, and let gt denote the gold
token. The gradient of this objective with respect to the logit
zt,v satisfies:

∂LRVCFT

∂zt,v
∝ mt (pt,v − I[v = gt]) . (12)

Therefore, whenmt = 0, no direct token-level supervision
loss is imposed at this position. When mt = 1, the position
contributes the standard token-level cross-entropy term, with

Algorithm 1: RVCFT Mask Construction and Fine-Tuning
Input: Dataset D, initial target model Pθ, frozen scorers

MR,MB ,MV , and captioner G
Parameters: Fusion weight α, retention ratio r, and con-

stant ϵ
Output: Fine-tuned target model Pθ

1: Dm ← ∅
2: for all (I, q, Y ) ∈ D do
3: T ← |Y |, c← G(I)
4: Iref ← SolidWhiteLike(I)
5: ℓMR , ℓMB ← ReasoningScore(c, q, Y )
6: ℓI , ℓref ← VisualScore(I, Iref , q, Y )
7: sreason ← ℓMR − ℓMB

8: smm ← |ℓI − ℓref |
9: for all k ∈ {reason,mm} do

10: ŝk ← Normϵ(s
k)

11: end for
12: S ← αŝreason + (1− α)ŝmm

13: P ← AnswerRegion(Y )
14: C ← {t ∈ {1, . . . , T} \ P : St is finite}
15: K ← ⌈rT ⌉
16: Kc ← min(|C|,max(0,K − |P|))
17: M← P ∪ TopKc

(C;S)
18: m← (I[t ∈M])Tt=1
19: Dm ← Dm ∪ {(I, q, Y,m)}
20: end for
21: Fine-tune θ on Dm by minimizing LRVCFT

22: return Pθ

the overall loss normalized over the selected positions. Con-
sequently, RVCFT concentrates direct supervision signals on
the critical decision tokens jointly determined by reasoning
gain and reference-based visual sensitivity.

The complete two-stage procedure of RVCFT is summa-
rized in Algorithm 1. In the algorithm, ReasoningScore
computes the teacher-forced scores of MR and MB under
the caption context,VisualScore computes the scores ofMV

under the real and reference images, and both operations in-
clude character-level token alignment. Normϵ denotes the
sample-wise min-max normalization defined above, while
AnswerRegion returns the protected answer positions or ∅
when no valid boundary is detected. Critical-token scoring
and mask construction are performed once offline, and the
resulting masks are reused during fine-tuning.

Experiments
Setup
Training Datasets and Models. We conduct experiments
on two multimodal reasoning training corpora. The primary
training corpus is DRIFT (Huang et al. 2026). DRIFT is
constructed by ThinkLite (Wang et al. 2026b) through CoT
distillation from ThinkLiteVL-11K and low-quality sample
filtering and contains 4K multimodal reasoning samples. To
examine robustness with an alternative training corpus, we
further construct a training corpus from the officially released
MMMU (Yue et al. 2024) test split and its annotations. We



Method
Math
Vista

Math
Vision

Math
Verse WeMath Avg.

Org. 69.40 26.57 39.59 35.90 42.87
SFT 69.80 27.30 42.76 36.86 44.18

Attention 69.60 29.61 43.78 36.19 44.80
Entropy 70.80 25.99 44.28 37.43 44.63
RVCFT 72.30 27.96 43.40 37.90 45.39

Table 1: Main results on multimodal reasoning benchmarks
with Qwen2.5-VL-7B-Instruct. The average score is com-
puted over the four benchmarks, and the best result in each
column is highlighted in bold. “Org.” denotes the model be-
fore task-specific fine-tuning.

repurpose this split solely as a source pool for supervised-
data construction because it provides a larger candidate set;
we do not use it as an evaluation set. Specifically, we use
Qwen3-VL-30B-A3B-Instruct (Bai et al. 2025a) to generate
chain-of-thought responses, retain only samples whose fi-
nal answers match the released annotations, and normalize
the final answers into the \boxed{} format, resulting in
3488 training examples. Evaluation is performed only on the
official MMMU validation split, which has no sample over-
lap with the constructed training corpus. The target model
is Qwen2.5-VL-7B-Instruct (Bai et al. 2025b). For critical
token selection, we employ DeepSeek-R1-Distill-Qwen-7B
(DeepSeek-AI 2025) and Qwen2.5-7B-Instruct (Qwen et al.
2025) as the reasoning and base models, respectively. Both
the multimodal scoring model MV and the captioner G
use separate frozen copies of the original Qwen2.5-VL-7B-
Instruct checkpoint. The captioner converts each image into
a textual description once offline, whereas MV scores the
target response under the real and reference images.

Baselines. We compare RVCFT with standard SFT and two
token-selection baselines:
• SFT: applies uniform cross-entropy supervision to all

response tokens.
• Entropy (Wang et al. 2026a): scores each response

token by its predictive entropy Ht = −
∑

v p(v |
I, q, y<t) log p(v | I, q, y<t).

• Attention (Vaswani et al. 2017): averages attention
weights across all layers and heads, and scores each re-
sponse token by its mean incoming attention from itself
and subsequent response positions.

For both token-selection baselines, scores are computed of-
fline using the frozen initial target model, and the top-⌈rT ⌉
response tokens are selected within each sample. All token-
selection methods use the same target retention ratio r.

Training Settings. All fine-tuning experiments are com-
pleted using LLaMA-Factory (Zheng et al. 2024) on four
NVIDIA A800 GPUs, each with 80 GB of memory. Unless
otherwise specified, all experiments use full-parameter fine-
tuning for 3 epochs with a learning rate of 1 × 10−6 and a
global batch size of 8. We construct a fixed validation set
of 100 examples from the portion of the MathVista test split

Method
Math
Vista

Math
Vision

Math
Verse WeMath Avg.

w/o VS 70.20 25.98 40.22 32.95 42.34
w/o RG 69.90 27.63 41.75 36.67 43.99
w/o AP 71.80 25.32 45.55 35.62 44.57
Random 69.70 26.97 43.52 36.29 44.12
RVCFT 72.30 27.96 43.40 37.90 45.39

Table 2: Ablation study of different components in RVCFT.
“VS”, “RG”, and “AP” denote Visual Sensitivity, Reasoning
Gain, and Answer Protection, respectively. All variants use
the same target response-token retention ratio.

that does not overlap with testmini. This validation set is
used exclusively for hyperparameter selection. Based on the
validation accuracy, we set the fusion coefficient to α = 0.5
and the target retention ratio to r = 0.5 for all reported
experiments.

Evaluation Settings. For the main evaluation, we use
four multimodal mathematical reasoning benchmarks: Math-
Vista (Lu et al. 2024), MathVision (Wang et al. 2024), Math-
Verse (Zhang et al. 2024), and WeMath (Qiao et al. 2025).
We report results on the testmini subsets of MathVista
and MathVision, the Vision-Only subset of MathVerse, and
the Strict Score metric of WeMath. To further evaluate ro-
bustness to an alternative training corpus, we also report re-
sults on the official MMMU validation split. All evaluations
are conducted using VLMEvalKit (Duan et al. 2024) with
its benchmark-specific default configurations and greedy de-
coding (do_sample=False).

Main Results
Table 1 presents the main experimental results of Qwen2.5-
VL-7B-Instruct across four multimodal reasoning bench-
marks. All token-selection methods use the same target
response-token retention ratio of 50%. For RVCFT, we set the
fusion coefficient to α = 0.5. Overall, RVCFT achieves the
highest average score among the considered methods, reach-
ing 45.39 and outperforming the original model and stan-
dard SFT by 2.52 and 1.21 percentage points, respectively.
These results suggest that, under our experimental setting,
uniformly supervising all response tokens may be less effec-
tive than concentrating direct supervision on selected criti-
cal positions. Compared with the token-selection baselines,
RVCFT outperforms Attention and Entropy by 0.59 and 0.76
percentage points in average performance, respectively, while
achieving the best results on MathVista and WeMath. Al-
though Attention performs best on MathVision and Entropy
achieves the highest score on MathVerse, RVCFT obtains the
highest overall average. This result supports the effectiveness
of jointly modeling reasoning relevance and reference-based
visual sensitivity for critical-token selection.

Ablation Study
To evaluate the contribution of each core component in
RVCFT, we conduct ablation experiments. All variants use
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Figure 2: Effect of the fusion coefficient α in RVCFT. Left:
Average score across the four benchmarks under different
values of α. Right: Score changes relative to α = 0 on
individual benchmarks.

the same target retention ratio of 50% as in the main exper-
iments. The results are shown in Table 2. RVCFT achieves
the highest average score of 45.39. Removing Visual Sen-
sitivity reduces the average score to 42.34, indicating that
reasoning gain alone does not recover the performance of
the complete dual-signal method. Removing Reasoning Gain
decreases the average score to 43.99, indicating that visual
sensitivity alone is also insufficient. When Answer Protec-
tion is removed, the average score drops to 44.57, supporting
the importance of preserving direct supervision on answer-
bearing tokens. Random Selection obtains an average score
of 44.12, which is 1.27 percentage points lower than the full
model. This result suggests that the gains of RVCFT cannot
be attributed solely to reducing the number of supervised to-
kens and that the critical-token selection criterion contributes
to its performance.

Analyses
Effect of Fusion Coefficient
We further analyze the impact of the fusion coefficient α on
the performance of RVCFT. Under a fixed token retention
ratio of 50%, varying α changes the relative contributions
of reasoning gain and reference-based visual sensitivity to
the joint critical score. As shown in Figure 2 (left), the aver-
age score first increases and then decreases as α increases,
reaching its highest value of 45.39 at α = 0.5. When us-
ing only visual sensitivity (α = 0) or only reasoning gain
(α = 1), the average score decreases to 43.99 and 42.34,
respectively. Figure 2 (right) further shows that α = 0.5
outperforms both single-signal configurations across all four
benchmarks. These results support the complementary con-
tributions of reasoning gain and reference-based visual sen-
sitivity to downstream performance.

Effect of Token Retention Ratio
To analyze the impact of the target token-retention ratio r,
we fix the fusion coefficient at α = 0.5 and vary r from 10%
to 100%, where r = 100% retains all response-token loss
terms and is equivalent to standard SFT. As shown in Fig-
ure 3, the average performance changes non-monotonically
with r and reaches its highest value at r = 50%. Specifically,
as r increases from 10% to 50%, the average score improves
from 40.47 to 45.39, suggesting that overly sparse direct su-
pervision may exclude useful training signals. At r = 50%,
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Figure 3: Effect of the target token retention ratio r in RVCFT.
Left: Average score across the four benchmarks under dif-
ferent values of r. Right: Performance on individual bench-
marks for r = 50% and standard SFT (r = 100%).

Reference Token Selection
Split Org. SFT Attn. Entropy RVCFT

MMMU-val 51.78 52.56 49.33 51.78 53.56

Table 3: Results on the MMMU validation split using the
constructed MMMU-derived fine-tuning corpus. “Org.” de-
notes the model before task-specific fine-tuning. The best
result is highlighted in bold.

RVCFT outperforms standard SFT (44.18) by 1.21 percent-
age points and reaches 72.30 and 43.40 on MathVista and
MathVerse, respectively. It also improves over standard SFT
across all four benchmarks, indicating consistent gains under
this setting. At larger retention ratios, r = 70% and r = 90%,
the average scores decrease from the peak to 44.74 and 44.89,
respectively. These results suggest that a very low retention
ratio may omit useful direct supervision, whereas a high re-
tention ratio may reintroduce low-information or redundant
loss terms. Among the evaluated ratios, r = 50% provides
the best empirical trade-off between filtering redundant su-
pervision and retaining useful training signals.

Robustness to an Alternative Training Corpus

To evaluate the robustness of RVCFT to changes in the
fine-tuning corpus, we retrain the model on our constructed
MMMU-derived training set and evaluate it on the disjoint
MMMU validation split. This setting examines whether the
token-selection strategies remain effective when the fine-
tuning corpus changes from DRIFT to multidisciplinary
MMMU data. As shown in Table 3, standard SFT improves
the performance of the original model from 51.78 to 52.56.
On top of this, RVCFT achieves the best result of 53.56,
outperforming the original model and standard SFT by 1.78
and 1.00 percentage points, respectively. Notably, selection
strategies based on Attention (49.33) and Entropy (51.78)
fail to surpass standard SFT, with the former even perform-
ing worse than the untuned original model. This indicates
that heuristic metrics relying solely on attention weights or
prediction entropy easily suffer from distribution shifts. In
contrast, by jointly modeling reasoning gain and visual de-
pendency, RVCFT can more reliably filter out tokens with
high supervision value across different training corpora.
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Figure 4: Positional distribution of critical tokens across
Early, Middle, and Late reasoning regions. The dashed line
denotes the uniform random selection baseline (47.88%).
RVCFT preferentially allocates supervision budget toward
later reasoning stages.

Position Distribution of Critical Tokens.
To explore whether the token-selection mechanism of
RVCFT exhibits a positional preference, we analyze the
relative-position distribution of critical tokens within the rea-
soning chain. Specifically, for each sample, we divide the
reasoning tokens before the final answer evenly into three
intervals according to their relative positions: Early, Middle,
and Late. Final-answer tokens belong to the predefined pro-
tection set and do not participate in adaptive filtering, so they
are excluded from this analysis. The dashed line in Figure 4
represents a uniform random baseline that selects, for each
sample, the same number of pre-answer reasoning tokens as
RVCFT, yielding an expected selection rate of 47.88%.

As shown in Figure 4, the selection rates of RVCFT in the
Early, Middle, and Late intervals are 45.72%, 48.32%, and
49.63%, respectively, showing an increasing trend across the
reasoning process. Compared with the random baseline, the
selection rate is 2.16 percentage points lower in the Early
interval and 0.44 and 1.75 percentage points higher in the
Middle and Late intervals, respectively. The selection-rate
difference between the Late and Early intervals is 3.91 per-
centage points, with a sample-level bootstrap 95% confidence
interval of [2.74, 5.04]. These results indicate that RVCFT
does not select supervision tokens uniformly by position and
tends to allocate more direct supervision to later stages of
the reasoning chain.

Case Study.
To qualitatively examine the selection behavior of RVCFT,
Figure 5 presents two examples involving visual counting
and geometric reasoning. In the counting example (a), the
selected tokens, highlighted by black-outlined boxes, cover
multiple stages of the response, including group identifica-
tion (“group”), local counting (“10”), formula construction
(10+10+10+10), and the final answer (“40”). In the geo-
metric reasoning example (b), selected tokens occur around
geometric properties such as “opposite sides are equal,” equa-
tion construction (6y−8 = 4y+6), and simplification steps

(a)  How many butterflies are there?

To determine the total number of butterflies , I will
count the butterflies in one group and then
multiply by the number of groups , since the
groups appear to be identical . 1 . Count the
butterflies in one group : - There are 1 0
butterflies in the top left group . - There are 1 0
butterflies in the top right group . - There are 1 0
butterflies in the bottom left group . - There are 1
0 butterflies in the bottom right group . 2 .
Calculate the total number of butterflies : - Total =
1 0 ( top left ) + 1 0 ( top right ) + 1 0 ( bottom left
) + 1 0 ( bottom right ) - Total = 4 0 Therefore ,
the total number of butterflies is 4 0 . boxed { 4 0
}

(b)  Find y so that the quadrilateral is a parallelogram.

To determine the value of y ) that makes the
quadr ilateral a paralle log ram , we need to use
the property that opposite sides of a paralle log
ram are equal in length . This means that the
lengths of the opposite sides must be equal .
Given the sides of the quadr ilateral : - Top side :
3 x - 2 ) - Bottom side : 2 x + 6 ) - Left side : 6 y -
8 ) - Right side : 4 y + 6 ) Since the quadr ilateral
is a paralle log ram , the top side must equal the
bottom side , and the left side must equal the
right side . First , set the top side equal to the
bottom side : 3 x - 2 = 2 x + 6 ] S olve for x ): 3 x -
2 x = 6 + 2 ] x = 8 ] Next , set the left side equal
to the right side : 6 y - 8 = 4 y + 6 ] S olve for y ):
6 y - 4 y = 6 + 8 ] 2 y = 1 4 ] y = 7 ] Thus , the
value of y ) that makes the quadr ilateral a
paralle log ram is 7 ). boxed { 7 }

Critical tokenLower Higher score

Figure 5: Qualitative visualization of critical token selection
on (a) visual counting and (b) geometric reasoning. Back-
ground color intensity reflects the normalized token joint
score, while black-outlined boxes highlight the selected crit-
ical tokens for supervision.

(2y = 14 and y = 7). These examples illustrate that RVCFT
selects critical supervision positions across multiple stages
of the reasoning trajectory, including visual grounding, in-
termediate deduction, and symbolic computation, while pre-
serving supervision on the final answer.

Conclusion
In this paper, we propose RVCFT, a critical token fine-tuning
method for multimodal reasoning. The method addresses a
limitation of standard SFT, which applies uniform supervi-
sion to all response tokens despite their unequal contributions
to reasoning. By jointly modeling caption-conditioned rea-
soning gain and reference-based visual sensitivity, RVCFT
selects critical positions that reflect both reasoning-model
preference and responsiveness to visual input. During fine-
tuning, RVCFT retains the complete response as teacher-
forced context while applying direct supervision only at
the selected positions, thereby concentrating the optimiza-
tion signal on critical tokens. Experiments across multiple
multimodal reasoning benchmarks show that, with a target
response-token retention ratio of 50%, RVCFT achieves the
highest average performance among the compared methods
and outperforms standard SFT on average. Additional exper-
iments on MMMU further indicate that RVCFT remains ef-
fective beyond mathematics-focused reasoning benchmarks.
Ablation studies and additional analyses support the comple-
mentary contributions of reasoning gain, reference-based vi-
sual sensitivity, and answer protection, suggesting that token-
level selective supervision is a promising approach to multi-
modal reasoning fine-tuning.
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